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Abstract

Elastic computing enables dynamic scaling to meet fluctuating
workload demands, while Remote Direct Memory Access (RDMA)
provides high-throughput, low-latency communication to acceler-
ate data-intensive workloads. Integrating RDMA into elastic com-
puting, however, remains challenging due to control-plane overhead
in device management, memory registration, and connection setup.
Prior work addresses this by using kernel-level RDMA, achieving
microsecond-level control-plane performance, but at the cost of
data-plane efficiency, security, and compatibility.

In this work, we revisit assumptions about RDMA in elastic com-
puting and show that extreme microsecond-level control-plane opti-
mizations are often unnecessary. Optimizing RDMA requires match-
ing control-plane overhead to the demands of different startup
scenarios. To this end, we challenge the conventional beliefs that
user-space RDMA is inherently slow and that its resources can-
not be shared. We show that the reported overhead stems from
redundant logic in 1ibibverbs, which can be eliminated for signif-
icant speedup—sufficient for warm-start scenarios—while RDMA
resources can be efficiently shared across processes using fork,
naturally aligning with fork-based task startup. Based on these
observations, we propose FCP, a simple yet effective framework
that co-designs RDMA with serverless computing. For cold and
warm requests, FCP rapidly initializes the RDMA control plane
using an optimized libibverbs (1ibfcp); for fork-based requests,
it leverages RDMA’s fork capability to achieve ultra-low latency.
Implemented as a pluggable module, FCP delivers 30.56%-46.50%
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higher throughput and 18.55%-37.21% lower latency, while incur-
ring only 6.5% control-plane overhead compared to prior solutions.
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1 Introduction

Elastic computing has changed how resources are provisioned by
enabling systems to scale dynamically with fluctuating workload
demands [5, 9, 12, 14, 34, 37]. A prominent example is serverless
computing, which improves performance and cost efficiency by
automatically adapting resource allocation to workload intensity.
Platforms such as AWS Lambda [3] relieve developers from infras-
tructure management by offering on-demand code execution that
scales transparently with incoming requests.

Remote Direct Memory Access (RDMA) further enhances elastic
computing by providing high-throughput, low-latency communi-
cation across servers [13, 26]. By bypassing the operating system
and enabling direct memory access between machines, RDMA re-
duces CPU overhead and supports ultra-low-latency data transfers.
These properties make RDMA an ideal solution for data-intensive
workloads such as key-value stores, transaction processing, and
large-scale Al training.
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Integrating RDMA into elastic environments, however, presents
challenges. A long-standing belief is that the RDMA control plane,
which is responsible for device initialization, memory registration,
and connection management, incurs substantial latency [14, 33].
In long-running applications, this overhead is amortized and neg-
ligible. In elastic workloads, however, tasks are short-lived and
frequently restarted, and each restart requires reinitializing the
RDMA control plane, undermining the fast task launch that elastic
computing is designed to deliver.

KRCore [33] addresses this bottleneck by maintaining a kernel-
level pool of pre-established RDMA queue pairs (QPs) that tasks
can reuse. This design is based on the assumption that user-space
QPs cannot be efficiently shared across processes. By moving QPs
to the kernel, KRCore reduces control-plane overhead to the mi-
crosecond scale. However, KRCore achieves control-plane speed at
the cost of data-plane efficiency and system safety: system calls be-
tween user and kernel space degrade throughput, while kernel-level
dependence introduces compatibility and security risks.

These trade-offs motivate a central question: Is kernel-space
shared RDMA truly necessary? To answer this, we analyze the time
scales of typical serverless startup scenarios—cold, warm, and fork
start— and find that microsecond-level control-plane optimizations
are often unnecessary. Cold and warm starts only require several
milliseconds for control-plane setup, while fork starts demand sub-
100ps latency. This insight opens the door to revisiting user-space
RDMA solutions.

We systematically overturn two long-standing assumptions
about user-space RDMA. First, that user-space RDMA control plane
establishment is inherently slow: Prior work reports 16-34 mil-
liseconds per connection setup [14, 33], but our analysis identifies
redundant logic in 1ibibverbs functions as the root cause. Guided
by this, we develop 1ibfcp, an optimized high-performance library
achieving over 10X faster setup, sufficient for warm start scenar-
ios!. Second, that user-space RDMA resources cannot be shared:
We demonstrate that user-space RDMA resources can be efficiently
shared across processes using fork. Unlike traditional kernel-space
sharing pools, fork-based sharing has some limitations (e.g., shared
only between parent and child processes), but it naturally aligns
with elastic computing’s fork-based startup model.

Building on these insights, we propose FCP, a simple yet Fast
Control Plane framework co-designed with serverless computing.
For cold and warm starts, FCP leverages 1ibfcp to rapidly initialize
the RDMA control plane with minimal overhead. For fork-based
starts, FCP exploits RDMA’s fork capability with pre-connected RC
queue pairs to achieve ultra-low latency. Critically, FCP delivers
high performance across diverse elastic workloads while avoiding
the compatibility and security pitfalls of kernel-space solutions.

We implement FCP as a pluggable component with standard
Docker interfaces and evaluate its performance on libfcp, the
RDMA control plane, and the RDMA data plane. Our results demon-
strate that:

1. libfcp achieves a 10X improvement in control-plane per-
formance compared to unmodified libibverbs.

2. FCP attains control-plane performance comparable to KR-
Core, with less than 6.5% deficit across all startup scenarios.

!https://hub.docker.com/r/snowzjx/rdma-ec
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3. In the data plane, FCP significantly outperforms kernel-based
methods, achieving 30.56%-46.50% higher throughput and
18.55%-37.21% lower latency.

4. Unlike kernel-space approaches that are tied to specific ker-
nel versions, FCP demonstrates broad compatibility across
multiple Linux versions.

These results highlight that by challenging conventional assump-
tions, FCP achieves a simple yet highly effective balance: near-zero
control-plane overhead, substantial data-plane gains, and robust
compatibility.

Key Takeaways for the Community: This work offers several
actionable insights:

¢ Clarifying RDMA Requirements for Elastic Comput-
ing: Our analysis identifies the relevant time scales for
control-plane operations, demonstrating that microsecond-
level optimization is often unnecessary.

e Challenging Conventional Beliefs on RDMA Control
Plane Overhead: By improving libibverbs’s performance
by over 10X and enabling simple sharing of user-space
RDMA resources via fork, we open new opportunities for
high-performance RDMA in elastic computing.

¢ A High-performance Library: 1ibfcp accelerates control-
plane setup and can benefit a wide range of RDMA-enabled
applications beyond elastic computing. We position 1ibfcp
as a pragmatic near-term solution rather than the final word
on RDMA control-plane design. 1ibfcp optimizes today’s
RDMA user-space stack without requiring kernel changes,
while our profiling results also highlight opportunities for
longer-term upstream improvements in libibverbs and
provider libraries, as discussed in §4.2.

o A Simple Yet Effective Framework: FCP combines these
insights into a pluggable, high-performance system co-
designed with serverless computing, serving as a template
for future RDMA-enabled elastic systems.

2 Background

This section first introduces the background of elastic comput-
ing (§2.1) and RDMA (§2.2). It then explains the performance mis-
match between them (§2.3) and discusses why previous solutions
fail to fully address this mismatch (§2.4).

2.1 Elastic Computing

Elastic computing is a paradigm in which computing resources are
dynamically adjusted to match current workload demands, ensuring
optimal performance and cost efficiency [2, 11]. It allows systems
to scale resources up or down as needed, avoiding the inefficiencies
of over-provisioning and underutilization.

One of the most widely adopted forms of elastic com-
puting is serverless computing, also known as Function-as-a-
Service (FaaS) [5, 9, 12, 14, 34, 37]. Serverless computing enables
developers to deploy and run code without managing the underly-
ing infrastructure, with automatic scaling in response to incoming
requests or events. This model is particularly efficient for applica-
tions with unpredictable or highly variable workloads. Serverless
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platforms, such as AWS Lambda[3], offer an event-driven architec-
ture where functions are triggered by specific events like HTTP
requests or database changes.

A key advantage of serverless computing is its fast task launch
time. When a serverless function is invoked for the first time or after
a period of inactivity (i.e., cold start), the platform needs to launch
a container from scratch. Even in such cases, the task launch time
is only several hundred milliseconds to a few seconds [12], which
is significantly faster than launching a virtual machine. In contrast,
if the function is invoked shortly after a previous invocation (i.e.,
warm start), the task launch time can be as fast as tens of millisec-
onds. Recent research has leveraged techniques such as fork to
accelerate task launches even further by forking and reusing an ex-
isting process, achieving launch times of several milliseconds [34]
or even sub-milliseconds [9] (i.e., fork start).

2.2 RDMA

Remote Direct Memory Access (RDMA) allows one server to ac-
cess memory on a remote server without involving the operating
system (OS) of either server, i.e., via kernel bypass. RDMA signif-
icantly reduces CPU overhead, leading to ultra-high throughput
of up to 400 Gbps and latency of a few microseconds. RDMA has
been widely adopted in workloads such as key-value caches [32],
transaction processing [18], and large-scale Al training [17]. Two
major protocols that implement RDMA are InfiniBand [26] and
RDMA over Converged Ethernet (RoCEv2) [13].

Control Plane: The RDMA control plane is responsible for manag-
ing the setup and maintenance of RDMA connections. This includes
tasks such as connection establishment, resource allocation, and
configuration. Control plane operations are crucial for initializ-
ing RDMA communications but can introduce significant overhead,
particularly in dynamic environments like elastic computing. For in-
stance, the Verbs APIs from the user-space 1ibibverbs library, such
as ibv_open_device (device open) and ibv_create_gp (queue
pair creation) involve multiple system calls with the OS kernel?,
leading to latency that can affect overall performance. Typical con-
nection establishment times can range from 15 milliseconds [33] to
35 milliseconds [14], which can be a bottleneck in environments
with connection setup on the critical path. We will discuss more
about the problem in §2.3.

Data Plane: The RDMA data plane handles the actual data transfer
between nodes once the connections are established. This plane
is where RDMA’s key advantages are most evident, including
direct memory access, low latency, and high throughput. Data
plane operations bypass the operating system, allowing applica-
tions to read and write directly to the memory of remote nodes
with minimal delay. The Verbs APIs from the 1ibibverbs library3,
such as ibv_post_send for posting a send work request and
ibv_post_recv for posting a receive work request, enable efficient
data movement with very low CPU overhead.

Kernel-space RDMA: Although RDMA is commonly used from
user space, RDMA has also been integrated into the kernel. Kernel-
space RDMA integrates RDMA capabilities directly into existing
kernel subsystems and protocols, optimizing kernel tasks such

2The RDMA kernel-bypass feature only applies to data plane operations.
3https://github.com/linux-rdma/rdma-core
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Figure 1: Critical path of RDMA in elastic computing: Un-
like conventional RDMA use cases, elastic computing de-
mands complete RDMA control plane setup each time a task
is launched.

as file systems, distributed storage, and network services. This
integration avoids the overhead of context switching between user
and kernel space, allowing more efficient and secure handling of
networking tasks. Key APIs for kernel-space RDMA, available in
the ib_core kernel module [35], include ib_register_device*
for registering RDMA devices, ib_create_gp for creating queue
pairs, and ib_post_send for posting send work requests. These
APIs enable seamless, high-performance communication within
the kernel, enhancing the efficiency of system-level applications
that rely on fast data transfer and low-latency networking.

2.3 Performance Mismatches in RDMA for
Elastic Computing

Using RDMA in elastic computing has emerged as a promising
solution [19, 33], offering high throughput and low latency for
dynamic, scalable environments. In this paper, we focus on how to
efficiently utilize RDMA in elastic computing, which is orthogonal
to work on overlay networking for containerized RDMA [16, 19].
Unlike long-lived applications such as web servers or databases,
where RDMA control plane overhead (step (2) in Figure 1)—device
open, memory region registration, and connection setup—is amor-
tized over continuous transfers, elastic computing involves short-
lived, frequently launched tasks. Each serverless task requires re-
initializing a complete RDMA control plane®, making it a critical
performance factor. Figure 1 illustrates the critical path: (1) task
launch, (2) RDMA control plane setup, and (3) data exchange. We
examine its impact across three typical serverless computing sce-
narios: cold start and other elastic applications, warm start, and
fork start.
Cold Start Serverless and Other Applications: In cold start
and other non-serverless applications, task launch time (O ranges
from hundreds of milliseconds to seconds, as containers must be
created from scratch. The RDMA control plane setup (2) typically
adds 16—-34ms overhead, as reported in KRCore [33], Zenix [14],
and verified by our evaluation in Figure 6a, but this is small com-
pared to launch time. Data exchange (3) spans microseconds to
milliseconds depending on transfer size; for applications such as
key-value stores with small data sizes, tasks often finish within

“Kernel-space RDMA APIs use the ib_ prefix, while user-space ones use ibv_.
>Note that RDMA control plane setup also includes opening the device and regis-
tering memory regions, not just connection establishment.
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microseconds. Consequently, RDMA setup has minimal impact on
overall performance in cold start scenarios.
Warm Start: In warm task startup cases, a container is reused to
eliminate the overhead of launching a new container. A new process
is launched within this container, resulting in a task launch time
(D typically under 50 milliseconds. As a result, the RDMA control
plane setup time (2) of 16-34 milliseconds becomes a substantial
portion of the total time in this case. This significant overhead
reduces the benefits of both RDMA and serverless computing, as
the setup time hinders the quick responsiveness that warm starts
aim to provide.
Fork Start: In fork start scenarios, a process is forked to han-
dle the new request, further eliminating the process launch over-
head present in the warm task startup scenario. Therefore, the task
launch time (1) is sub-millisecond to a few milliseconds (only very
simple applications can achieve sub-millisecond launch times). The
RDMA control plane setup time (2) of 16-34 milliseconds is dispro-
portionately high in this context. This overhead severely impacts
the performance advantages of hot starts, making the RDMA setup
a critical bottleneck that undermines the low-latency benefits of
serverless computing.

Notably, systems like cOS [29] further reduce cold starts to
~ 10ms, comparable to warm starts, making RDMA setup time a
major cost even in cold-start scenarios.

2.4 Limitations of Previous Solutions

To address the performance disparity between RDMA and elastic
computing, KRCore introduces a kernel-space RDMA sharing mech-
anism [33]. This mechanism maintains a pool of pre-established
queue pairs in kernel space, allowing elastic computing tasks to
leverage these queue pairs directly, thereby eliminating the need
for time-consuming connection setup procedures. Additionally,
KRCore utilizes Dynamically Connected Transport (DCT) [23],
reducing the connection setup time to just a few microseconds
when kernel-space queue pairs are unavailable for sharing. Conse-
quently, the RDMA control plane overhead in KRCore is typically
just a few microseconds. Although promising, KRCore suffers from
several inevitable drawbacks, posing trade-offs for enabling high-
performance RDMA for elastic computing:

e Data plane performance loss. When user-space processes
use queue pairs in kernel space for data exchange, system
calls become necessary, forfeiting the kernel-bypass advan-
tage of RDMA, particularly in the data plane. As highlighted
in the KRCore paper, this interaction between user space and
kernel space can result in a significant performance drop of
up to 75% in the RDMA data plane.

e Compatibility issues. The kernel-space method requires
specific kernel functions to be viable, which may not function
properly with different kernel versions. For example, KRCore
can only be installed on Kernel version 4.15.0-46-generic and
does not work on the default Ubuntu 18.04 kernel version
4.15.0-213-generic, even though the two kernel versions have
very minor differences.

o Security vulnerabilities. Utilizing a kernel-space solution
also introduces security vulnerabilities, as any improper ac-
tions can potentially trigger a kernel crash.

Zhang et al.

Facing such trade-offs, we ask a question: Is kernel-space shared
RDMA the right solution for elastic computing? To answer this ques-
tion, this paper first revisits assumptions and design spaces from
previous work and then breaks these long-held assumptions, lead-
ing to new design opportunities.

3 Revisiting RDMA for Elastic Computing

This section revisits how RDMA should be used in elastic com-
puting. We first examine the control-plane latency that different
startup paths can tolerate (§3.1). We then revisit two common as-
sumptions (§3.2): that user-space RDMA control-plane setup is
inherently slow (§3.3) and that user-space RDMA resources are
difficult to share (§3.4). Finally, we summarize the resulting oppor-
tunities for building a practical user-space solution (§3.5).

3.1 Revisiting Application Requirements

The first step towards answering this question is to carefully recon-
sider what is the maximum tolerable RDMA control plane setup time
without causing noticeable performance loss. This is a key point: the
RDMA control plane overhead does not necessarily harm end-to-
end performance if its time scale is significantly smaller than the
task launch overhead. Recognizing this shifts the design goal from
pursuing ultra-low latency at all costs to ensuring that the control
plane operates within acceptable bounds relative to task startup
time, thereby opening new opportunities. From the analysis in §2.3,
we make the following observations:

e For cold task startups and other non-serverless applications,
the existing RDMA control plane is adequate, as its overhead
is negligible compared to the long startup time.

e For warm task startups, an RDMA control plane overhead of
several milliseconds is sufficient, keeping its impact below
5% of the overall performance.

o For fork-based task startups, the control plane overhead must
be under 100us to limit the impact to below 5%.

Furthermore, initializing the code environment (e.g., setting up
a Python runtime) naturally incurs non-trivial latency [1]. This
includes loading libraries, configuring runtime state, and preparing
execution contexts. If RDMA connection setup is pipelined with
such initialization, its overhead can be largely masked, further
reducing its effect on end-to-end performance.
Summary: The key to optimizing RDMA in elastic computing lies
in matching control plane overhead with the demands of different
startup scenarios. For warm starts, an overhead of several millisec-
onds is acceptable and does not bottleneck execution, while fork
starts require sub-100us overhead to meet their stringent launch-
time constraints. Thus, extreme microsecond-level RDMA control
plane optimizations proposed by prior studies [33] are unnecessary.

3.2 Revisiting Previous Assumptions

After establishing the appropriate performance scale, a promising
direction is to accelerate the RDMA control plane setup to the
several-millisecond range for warm starts and make it shareable
across processes for fork starts. Such a user-space solution avoids
KRCore’s drawbacks—up to 75% data-plane slowdown, poor com-
patibility, and kernel crash risks— while preserving RDMA’s high
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performance and system stability. Yet two entrenched assumptions
have blocked this path:

Assumption 1: User-space RDMA control plane is slow. Prior work
reports 16-34 ms setup time [14, 33], seemingly incompatible with
warm and fork startup requirements (several-millisecond range).
Assumption 2: User-space RDMA is hard to share. Studies claim
RDMA resources cannot be easily shared across processes [30, 33],
pushing designs toward costly kernel solutions or repeated connec-
tion setup.

These assumptions have driven the research community toward
complex kernel-space approaches despite their inherent risks. In
the following, we revisit these assumptions with empirical evidence
and show that user-space RDMA is both feasible and advantageous
for elastic computing.

3.3 Why Is User-space RDMA Control Plane
Slow?

To investigate the problem, we adopt a performance analysis
— profile — optimize methodology to accelerate the user-space
libibverbs library. To gain deeper insight, we reproduced the
experiments on our testbed (see §5.1 for details).
Analysis: Figure 2 shows a detailed breakdown of the libibverbs
workflow during RDMA control plane setup, separating user-space
and kernel-space operations. User-space routines are intended for
non-critical tasks, e.g., initial parameter configuration, preliminary
checks, and environment queries, while kernel-space handles the
critical operations, including device initialization, resource alloca-
tion, and communication channel setup.

Contrary to expectations, our experiments reveal that a large
portion of the total setup time occurs in user space: 23.4 out of
26.5ms, with over 80% of ibv_open_device latency originating
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from user-space functions. This is striking because these functions
mostly perform simple environment reads or fetch static informa-
tion from the kernel, tasks that should be lightweight. Many of these
internal calls should consistently return the same values across in-
vocations, indicating a clear opportunity for optimizing. Exploiting
this redundancy can dramatically reduce user-space overhead and
accelerate RDMA connection setup.

Profiler: Figure 3 shows our profiling workflow for 1ibibverbs.
We design a profiler to automatically evaluate the return values
and execution costs of internal functions, aiming to identify those
that either introduce redundant overheads by always returning
constants or consume disproportionate time relative to their utility.

First, we employ bpftime+uprobe [38] together with perf [8]
to intercept function calls in libibverbs.so. This enables us to
capture entry and exit events, record return values, and measure
execution time. Timing is obtained with cycle-level counters from
perf and converted to nanosecond latency. To ensure robustness,
we collect multiple samples and compute summary statistics such as
median, variance, and tail latency. Unlike manual instrumentation,
this approach is both non-intrusive and scalable.

Second, we use randomized inputs to systematically exercise a
broad range of APIs. Application-driven traces risk missing corner
cases, while randomized testing expands coverage and exposes
diverse execution paths. Each invocation logs the function name,
return value, and execution time, building a comprehensive dataset
of libibverbs behaviors.

Finally, we analyze the collected traces to identify functions
that consistently return the same value and thus can be simplified,
cached, or bypassed. In parallel, we examine execution-time distri-
butions to pinpoint costly functions. Those that are both predictable
and expensive are prime candidates for optimization, while stateful
or variable functions remain intact.

Optimization: Using this methodology, we significantly opti-
mized libibverbs and developed libfcp, a high-performance li-
brary for user-space RDMA control-plane setup. With 1ibfcp,
ibv_open_device achieves over 10X speedup, reducing its time to
2180ps. Overall, RDMA control-plane setup now takes about 2.5ms
on our testbed (more results in §5.2), a latency feasible for both cold
and warm task startup.

Notable Findings: We would like to highlight one illustrative
case: mlx5_is_sandy_bridge, which is both costly and constant.
The function always returns 0 on modern CPUs, as Intel Sandy
Bridge processors were released more than a decade ago. Yet, it has
remained in libibverbs for 11 years and accounts for over 90% of
the time in ibv_open_device due to per-core checks. We remove
this redundant logic and allow the function to immediately return
0, eliminating unnecessary overhead.

This optimization is not a universal hard-coded rule. Rather,
mlx5_is_sandy_bridge is an example discovered by our profiling
workflow: it is expensive, repeatedly invoked, and invariant on
our tested platform. libfcp applies such bypassing only when
profiling validates that a function is both costly and stable for the
target provider and hardware. Otherwise, it preserves the original
libibverbs behavior. This boundary also motivates our longer-
term goal of upstreaming safe metadata caching and obsolete-check
removal into libibverbs itself.
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3.4 Is User-space RDMA Difficult to Share?

Previous work [33] argued that user-space RDMA connections
are hard to share, since each application maintains its own driver
data structures and hardware resources. In contrast, the kernel is
naturally shared across applications. Therefore, KRCore advocates
a kernel-space solution.

Based on the analysis of libibverbs code in §3.3, we observe,
however, that these driver data structures and hardware resources
actually reside in kernel space, making sharing feasible. Motivated
by this, we explored a less-studied yet supported feature: fork.
Using fork, a parent RDMA process can spawn a child that shares
its RDMA connections and resources.

Unlike kernel-space sharing pools adopted in previous works,
which enable resource reuse across multiple unrelated processes,
fork-based sharing is more constrained, as it only propagates
shared resources between parent and child processes. Although
this restriction limits its general applicability, it naturally comple-
ments fork-based elastic computing scenarios, where new tasks
are launched through process forking. In such cases, the inherited
sharing mechanism aligns seamlessly with the fork-based startup
model, enabling efficient resource reuse while avoiding additional
coordination overhead.

Traditional fork employs copy-on-write, which can cause in-
correct memory accesses when RDMA bypasses the kernel—for
example, a message sent to the child may overwrite the parent’s
memory region. Modern Linux kernels® address this by enabling
copy-on-fork for RDMA, though at some cost. To quantify this over-
head, we compared fork latency with and without RDMA queue
pairs (with a 32KB registered memory region, see §4.1). Results
show that copy-on-fork adds only about 100us extra latency, which
remains within the bounds identified in §3.1 (detailed in §5.3).

As discussed earlier, the optimized 1ibfcp already handles cold
and warm starts efficiently. The remaining challenge is fork-based
startup, which naturally relies on fork and thus benefits from this
sharing mechanism.

3.5 New Opportunities

By challenging both assumptions, we show that user-space RDMA
is both fast and shareable. This enables a unified solution for elastic
computing:

e Use optimized 1ibfcp for warm starts.

e Use RDMA-aware fork for fork starts.

Together, these strategies make RDMA control plane overhead
imperceptible across all startup scenarios without sacrificing data-
plane performance, compatibility, or stability.

4 FCP

Leveraging these opportunities, we propose FCP, a simple yet effec-
tive framework that co-designs RDMA with serverless platforms,
built atop the high-performance control-plane library 1ibfcp. In
the following sections, we first present the workflow of FCP (§4.1),
then discuss key design choices. Finally, we describe the implemen-
tation of FCP (§4.3).

6Since 5.9.0-rc7. Earlier versions support this via ibv_fork_init.
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Figure 4: Workflow of FCP. The workflow of each request is
marked with a different color.

4.1 Workflow

The overall workflow of FCP is shown in Figure 4. Following the
principles of serverless frameworks such as OpenWhisk [4] and
Fission [10], FCP employs a scheduler that reuses containers to
minimize startup overhead. If the required container is unavailable,
FCP launches a new one to serve the request (i.e., cold start, blue
line). If the container already exists, the request is routed to it di-
rectly. Depending on latency requirements, FCP either spawns a
new process in the container (i.e., warm start, red line) or forks
an existing process (i.e., fork start, green line). As in conventional
serverless computing, containers are only reused by their owners
for security reasons (see §4.2). FCP is invoked by, not a replace-
ment for, the external orchestrator; it handles RDMA initialization
and resource assignment. Next, we detail how FCP handles these
scenarios.

FCP APIs: We first describe how users interact with FCP via its
APIs. Our API design follows the style of AWS Lambda [3], as
shown in Listing 1. Users implement their program logic in a han-
dler interface, while FCP handles RDMA setup. Specifically, users
are not required to create device contexts, protection domains, or
queue pairs; instead, references to these components are provided
through context. Users can then access them directly in their code
to leverage RDMA for high-performance communication. Function
developers write handlers and operate RDMA resources through
context. The only extra input is the remote endpoint, which can
come from runtime configuration or a simple query.

We also pre-allocate a 32KB memory region accessible via

context. This size aligns with typical serverless framework limits,
where messages beyond 32KB are redirected to persistent stor-
age [36]. If larger transfers are needed, users can create and register
additional memory regions using the protection domain object
exposed in context.
Cold Start & Warm Start: In a cold start, FCP launches a new
container via docker run and starts an INIT process. In a warm
start, FCP reuses an existing container and executes the INIT pro-
cess with docker exec. Conventional serverless frameworks often
perform runtime initialization in the INIT process (e.g., importing
Python packages). To prevent these tasks from delaying RDMA
setup, FCP initializes the RDMA control plane within the INIT
process but overlaps its cost with other initialization tasks using
multi-threading.


https://github.com/torvalds/linux/commit/70e806e4e645019102d0e09d4933654fb5fb58ce
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Listing 1: FCP APIs.

i def handler(event, context):
pd = context.pd # Obtain the created PD
mr = context.mr # Obtain the pinned memory
! gps = context.qgps # Obtain the created QPs
ap = qps[@]
# Do something with the QP
return some_value

The INIT process leverages 1ibfcp for efficient RDMA control
plane setup: opening RDMA devices, creating protection domains,
registering memory regions, and allocating queue pairs (QPs). By de-
fault, FCP uses Reliable Connected (RC) QPs due to their high perfor-
mance and simplicity. To further mask latency, FCP requires users
to provide the remote endpoint address (e.g., gid) so queue pairs
can be pre-established’, reducing the impact of ibv_modify_gp
overhead. FCP assumes known endpoints to minimize latency; if
endpoints are unknown, a service-registry query or RDMA-CM can
be used with additional connection-exchange overhead, which is
orthogonal to FCP’s design.

Once initialization is complete, the INIT process directly invokes

the user handler without spawning a new process. To ensure re-
sponsiveness, it also launches a thread dedicated to handling fork
requests (introduced in the next section). Since multiple INIT pro-
cesses may exist under warm start, FCP maintains all established
connections in a centralized Orchestrator Table on the orchestrator
(left table in Figure 5).
Fork Start: When FCP receives a fork start request (Step (O in
Figure 5), it first queries the Orchestrator Table for established con-
nections and selects an INIT process that already holds the required
connection, if available. If not, FCP can pick a process with unas-
signed QPs to set up the connection later. It then forks the INIT
process, delegating the child to handle the request. This enables
parallel execution without waiting for existing requests to complete
(Step ().

Since the INIT process owns all RDMA control-plane resources,
it must correctly assign them to children. Device contexts and pro-
tection domains can be safely shared, requiring no special handling.
QPs, however, must be tracked per child. To this end, FCP maintains
two vector tables:

o QP Table: stores pointers to QP objects, indexed by QP ID
(right table in Figure 5);

o Assignment Table: records the child process ID and destina-
tion for each QP, also indexed by QP ID (middle table).

On a new request, the INIT process scans the Assignment Table
to find unassigned QPs (Assigned PID=UNASSIGNED), preferring
ones with matching destinations. If none exist, it assigns a free
QP (Destination=RESET), establishes the connection, and updates
the table. The corresponding QP is then located via the QP Table
(Step (3)). After a child exits, its entry in the Assignment Table is
reset to UNASSIGNED.

"Since serverless instances commonly use RDMA to communicate with long-lived
services such as storage, we follow prior work [33] and assume the remote address is
known in advance.
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Because only the INIT process updates these tables, no locking

is required. The INIT process also monitors the pool of unassigned
QPs and pre-allocates more when the count drops below a threshold,
ensuring sufficient QPs to sustain high performance. FCP uses a
threshold-based policy: the INIT process monitors available QPs,
pre-allocates when needed, and coordinates cold, warm, and fork
paths through these tables.
Termination: For simplicity, FCP does not proactively close in-
dividual QP connections. Instead, when a container is terminated
by the serverless framework, FCP closes all associated QPs in bulk.
The orchestrator also updates its Orchestrator Table accordingly.
Since serverless containers are typically short-lived, this approach
introduces negligible resource wastage. Background reclamation
can be added under high churn or stricter RNIC limits without
putting teardown on the request path.

4.2 Discussion

In this section, we discuss some design decis